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ABSTRACT


A central question in welfare economics is how to compute an equivalence scale to compare the welfare of households with different compositions. This paper proposes a new way to estimate equivalence scales that—unlike traditional methods—does not depend on a priori assumptions about which aspects of a household’s consumption are indicative of welfare. Instead, I estimate the equivalence scale revealed by discretionary community allocations of welfare benefits to poor households. I present an application of this approach to Indonesia, where individual villages allocated subsidized rice to poor households. Using this approach, I estimate that maintaining the same level of welfare after adding a child to a household of two adults requires additional expenditure equal to three-fourths the amount spent on each of the first two adults. Adding an additional adult requires additional expenditure equal to eighty-five percent of the amount spent on of each of the first two adults. These estimates lie at the high end of the range of estimates from traditional methods. This suggests that current equivalence scales may lead to under-provision of aid to and understatement of the poverty of large households and households with children relative to community views.

JEL Codes: D12, I32, O12. 

Keywords: equivalence scale, welfare comparison, child cost
1. Introduction

A fundamental issue in welfare economics, dating back at least to Engel (1895), is how to compare the welfare of households of different sizes and compositions. Economies of scale within the household and the differential resource needs of children and adults suggest that comparisons based on either per capita household expenditure or total household expenditure may substantially misrepresent the actual welfare of households. 

Two principal methods have been used to address this issue. Each begins by postulating that some household characteristic, such as the food share of expenditure (Engel 1857) or the total expenditure on adult goods (Rothbarth 1943), is indicative of either the average welfare of all household members or the welfare of the adults in the household. One can then use this measure of welfare to infer how much additional expenditure would be required to compensate a household with a different composition so that it had the same welfare as some reference household. The critical issue with these traditional methods is that each rests entirely on an ad-hoc assumption about what aspect of a household’s behavior is indicative of its welfare.

I propose an alternative method of comparing households based on discretionary community allocations of welfare benefits among households. Implicit in the communities’ choices is an equivalence scale, which is revealed by the allocation the community makes. This equivalence scale is based not on the econometrician’s ad-hoc assumption of what aspects of a household’s behavior are indicative of its welfare, but rather based on the view of welfare used by actual communities in making tradeoffs among different households.
 I also show how this method can be used to create monetary equivalents of other aspects of poverty not traditionally included in poverty analysis, such as illness or illiteracy. 


This method can be applied in most settings in which the community is given discretion to choose the beneficiaries of a welfare program. Programs of this type can be traced back to at least seventeenth and eighteenth century England (Conning and Kevane 2002), and are common throughout the world today. In particular, with the current emphasis on community participation in economic development, these types of community-based welfare programs are ubiquitous throughout the developing world, from the transition economies of Albania (Alderman 2002) and Uzbekistan (Coudouel et al. 1998) to Asian countries such as Bangladesh (Galasso and Ravallion 2001) and Indonesia (Olken 2002, Pritchett et al. 2002). The distribution of aid by religious and other charities provides yet another potential setting in both the developed and developing world where this method can be applied. 

I apply this method to data from a particular community-based aid program, the OPK (for Operasi Pasar Khusus, or Special Market Operation) rice program in Indonesia. Under the program, villages received a monthly block grant of subsidized rice from the central government and chose which households would receive the rice. I compute the equivalence scale implied by the probability that a household with a given set of demographic characteristics received the rice, and compare this equivalence scale to equivalence scales calculated using traditional methods for the same group of households.

Using this community-based approach, I find that Indonesian communities allocated aid as if the cost of one additional child was 75% the cost of each of first two adults, and as if the cost of a third adult was approximately 85% of the cost of each of first two adults. The implied child cost estimates lie within the range of estimates from the Engel and Rothbarth methods, which tend to overstate and understate the costs of children, respectively. They are, however, somewhat higher than the current consensus estimates that maintaining the same level of welfare after adding an additional child requires only 40-50% the cost of each of the first two adults (Deaton 1997). The implied estimate of the cost of an additional adult is also slightly higher than estimates based on traditional methods. Given the sensitivity of poverty lines and inequality measures to the equivalence scale used, moving from the traditional estimates to these community-based estimates could have substantial impacts on the measurement of poverty and on the allocation of welfare benefits.
  

The remainder of the paper is organized as follows. Section 2 discusses how to estimate equivalence scales from discretionary community allocations of aid to poor households, and in particular, how best to control for differing community preferences about how aid should be distributed. Section 3 presents estimates of equivalence scales derived using this method from the Indonesian OPK program. Section 4 compares these estimates to estimates generated using traditional methods and the same group of households. Section 5 investigates the plausibility of the two main identifying assumptions used to estimate the results, and presents suggestive evidence that these assumptions may be reasonable for the Indonesian OPK program. Section 6 concludes.

2. Estimating equivalence scales revealed by community allocations

2.1. Conceptual approach

This section discusses the assumptions required to identify equivalence scales from community allocations of aid. To begin, define each household’s consumption utility, as evaluated by the community, as:
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where y represents total household expenditure, n represents the total number of people in the household, k represents the number of children in the household, and x represents other household characteristics.
 I assume that u is concave in y. 


To introduce household economies of scale and the differential cost of children relative to adults, I parameterize these effects using the standard parameterization in the literature (see Deaton 1997). Define the total number of effective household members to be n(, where ( captures household economies of scale. As ( increases from 0, economies of scale within the household decline; constant returns to scale in household size correspond to ( = 1. Define ( to be the cost of children relative to adults, so that each child costs as much as ( adults. The total effective number of adults in the household is thus equal to (n-(1-()k)(. In this section, for notational simplicity I assume that there is a single ( that applies to all children; in the empirical application, I also allow for different values of ( for different child age groups. 

To incorporate this parameterization into the utility function, the standard approach is to assume that a household’s utility depends on household composition only through the effect of household composition on household expenditure per effective adult, so that the utility function can be rewritten as
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where u is still assumed to be concave in expenditure per effective adult. 


In making the decision as to which household members should receive the assistance, I assume that the community maximizes a social welfare function of the form:
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 represents the benefit to the community from selecting a particular household to receive the aid, ai represents the amount of aid given to each household, and A represents the total amount of aid available to the community.
 The key assumption required to identify equivalence scales is that
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so that conditional on all other household characteristics x, the community prefers to allocate the aid to those households with lower effective utility levels; i.e., all else equal, the community prefers to give the aid to the poor. 

First consider the case in which the community benefit function B does not depend directly on other household characteristics x. The households with the lowest utility levels therefore receive the aid. If this process were carried out exactly, there would be a threshold level of perceived utility below which all households receive aid and above which no households receive aid.
  The threshold level for each community may vary depending on how much aid the community intends to distribute, A, the distribution of household utilities in the community, and how strong is the community’s preference for targeting aid among the very poor, captured by the magnitude of 
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If we introduce an error term into the model, then the probability that a household receives aid is equal to the probability that a household’s utility, as evaluated by the community, is lower than some threshold level. Since the threshold may vary by community, this is equivalent to a binary choice model with community fixed effects, i.e. an equation of the form:
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(1)
where (j is the community fixed effect that captures the different threshold in each community.

It is possible to relax the assumption that the community benefit functions B do not depend on other household characteristics x by making one additional assumption, namely that
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(2)

This assumption ensures that household characteristics x have only a level effect on the household’s probability of receiving aid, which is necessary to identify equivalence scales. For example, if this condition holds, communities could still have a preference to deny aid to minorities; however, the condition implies that, within both the majority and the minority, the communities trade off between rich and poor in the same way.

Since household characteristics x may be correlated with n and k, if they do have a level effect on B or on u it is important to control for level effects of x in order to identify the parameters of interest, ( and (, as in equation (3):
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Since household characteristics x may affect both the community’s perception of household utility and the benefit to community’s from distributing aid to them, it is not possible to separately identify the effects of x on u and B without additional identifying assumptions.

There are two potential issues with using equation (3) to estimate equivalence scales. First, communities may have objectives other than just pure redistribution to households with the lowest income per effective adult. For example, communities may choose to allocate more aid to widows or to households with political connections. If these household characteristics are observable, such as widowhood, they can be controlled for and do not present a problem. If these household characteristics are unobservable but uncorrelated with n and k, they may inflate the standard errors but will not bias the estimates. Only when these characteristics are both unobservable and correlated with n or k would a bias be introduced.

Second, there may be differences across communities in preferences about how aid should be allocated. If communities differ in terms of how much the aid should be concentrated among the poor, this would be captured by the community fixed effects. If, however, communities have different preferences about which types of households should be given aid (in particular, different values of ( and (), and if these differences are correlated with the composition of households in the community, the results may be biased. 

While it is not possible to test identifying assumptions, in the empirical work in Section 5, I examine the plausibility of both of these assumptions. I discuss the sensitivity of the results to certain types of observable household characteristics and discuss suggestive evidence that unobservable characteristics are not introducing substantial bias into the results. I also present evidence that suggests that community fixed effects may be sufficient to capture relevant differences in preferences across communities.

2.2. Empirical specification

Empirical estimation of equation (3) requires specifying a functional form for u. For ease of comparison with other estimates of equivalence scales in the literature, I assume log utility. The probability a household i in a given community j receives the aid is therefore: 
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Since this equation is non-linear, I estimate a linear approximation to it:
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(5)
This equation is similar to the Working-Lesser functional form used by Deaton and Muellbauer  (1986) and others. In some of the empirical work below, I extend this framework in order to separately estimate equivalence scales for different child age categories by separately including the percentage of household members in each child age category rather than just the percentage of children. 

I estimate equation (5) using a conditional fixed effects logit model. I use the estimated coefficients to recover estimates of ( and (. To compute the equivalence scale, defined as the ratio of the income of household with a given composition to that of a reference household, I set the welfare levels for the reference and comparison household equal, and solve. Define a reference household with income yR, size nR, and number of children kR, and a comparison household with income yC, size nC, and number of children kC. Setting equation (5) for the reference and comparison households equal yields
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(6)

Dividing the right hand side by (2 and taking exponents yields the equivalence scale. Note that in this model, the equivalence scale is independent of the income of the reference household. 


One can use a similar technique to recover the money equivalents of other household characteristics x. The interpretation of this money equivalent, however, will depend on whether the characteristic x is reasonably excludable from B. If we cannot exclude x from B, the result may still be interesting, but must be interpreted as the community’s overall preference for giving aid to a particular class of households rather than the community’s assessment of the utility of such households.


3. Empirical application: OPK rice in Indonesia

I apply the method discussed in Section 2 to a large-scale community targeted poverty relief program in Indonesia known as OPK, or Special Market Operation. OPK was set up as a transfer program to poor families in the aftermath of the 1997-1998 Asian economic crisis, where the transfer came in the form of subsidized rice.
 While there were official eligibility criteria that determined which households would be eligible for the subsidy, these criteria were based on a pre-existing survey designed for other purposes and were acknowledged by government officials to be unsatisfactory measures of poverty. (Rahayu et. al, 1998) As a result, though these criteria were used by the central government to allocate rice to each village, village heads were free to make their own allocations of the rice rather than use the criteria set by the government (Pritchett et al., 2002).
 In practice, villages appear to have exercised this discretion, a phenomenon which I discuss in more detail in Olken (2002).
  More details about the OPK program can be found in Appendix A. 

To estimate the equivalence scales implied by community allocations of OPK rice, I estimate equation (5) using data from the 1999 SUSENAS, the Indonesian national social welfare survey. The dependent variable is a binary variable as to whether a household received OPK rice at any time during the six months prior to the survey.
 Table 1 presents the main results where equation (5) is estimated using conditional fixed effects logit.
 As shown in Table 1, I include village-level fixed effects and a number of household characteristics that might affect either u or B as controls. In column (1), I present the results estimating a single value of (, the cost of children relative to adults. Based on these results, I estimate the economies of scale parameter, (, to be 0.85 and the relative cost of children parameter, (, to be 0.93. Both of these estimates are significantly different from both 0 and 1 at the 1% level. 

The results in column (2), which disaggregate child costs ( by age bracket, are consistent with these results. Using the same specification, I estimate that ( ranges from 0.86 for the 0-4 age group to 0.95 for the 5-9 age group and 0.94 for the 10-14 age group. The estimate for the 0-4 age group is significantly different both from 1 and from the estimates for older age groups, while the estimates for older children are not significantly different from either each other or from 1. The estimate of ( remains unchanged at 0.85. This confirms the intuition that younger children cost less than older children and that older children cost almost the same amount as adults.

To facilitate interpretation of these estimates, they can be transformed into an equivalence scale, i.e., the ratio of expenditure between a given household and a reference household of two adults such that the two households had the same probability of receiving aid. In Table 2a and Table 2b, I present these estimates, based on the empirical results from Table 1. I find that to maintain the same probability of receiving the OPK rice after adding a child to a household of two adults requires an increase in expenditures of 38%. This implies that communities distribute aid as if the cost of an additional child is 76% of the cost of each of the first two adults. Adding a third adult to the reference household of two adults requires an increase in expenditures of 42%, implying that communities distribute aid as if the cost of an additional adult is 84% of the cost of each of the first two adults. 

As discussed in more detail in Section 4, these estimates fall within the range of estimates from both the Rothbarth and Engel methods, which tend to understate and overstate the cost of children, respectively. They are, however, somewhat higher than the consensus estimates that adding a child to a household in a developing country requires between 40-50 percent of the amount spent on each of the first two adults to maintain constant adult welfare (Deaton 1997). Since setting ( and ( equal to 1 is equivalent to comparing households using per-capita expenditure, and since these estimates are closer to 1 than traditional estimates, these estimates suggest that the per-capita expenditure model may better approximate the equivalence scales used by actual communities than previously thought.

As discussed by Sen (1999), Narayan et. al (2000) and many others, poverty is multi-dimensional, and other household characteristics besides household size and the number of children may be relevant to capture poverty differences among different types of households. One advantage of this method is that it allows us to translate to a money metric community perceptions of the welfare cost of other aspects of poverty.
 In Table 3, I present estimates of the equivalence scales implied by the estimates in Table 1 for various other household characteristics that may be associated with poverty, where once again the reference household is a household with two adults and none of these attributes. For example, a household headed by a widow would need to have 51% more expenditure in order to have an equivalent chance of receiving the rice as not headed by a widow. This suggests that a widow requires 35% more expenditure than a child to hold welfare constant. A household whose head was illiterate would require 19% greater expenditure in order to have an equivalent chance of receiving the rice as a household whose head could read. The results suggest that communities perceive several household characteristics as having large effects on welfare.

There is also evidence that villages compensated households for temporary shocks. For example, a household whose head was sick for all 30 days of the month prior to the survey would need to have 51% greater expenditure in order to be have an equivalent chance of receiving the rice as a household whose head was healthy. Along the same lines, a household head who was recently laid off from work could have had up to 20% greater expenditure than a household whose head was not laid off and still have the same probability of receiving rice. 

4. Comparison to traditional methods

In order to gauge the differences between these estimates and more traditional estimates of equivalence scales, I estimate equivalence scales using traditional methods with the same data and functional form. First, I estimate the Engel equivalence scale, where a household’s welfare is presumed to be measured by the share of its expenditures devoted to food. As noted by Nicholson (1976), however, estimates based on Engel’s method tend to overstate the cost of children. The reason is that, particularly in developing countries, food constitutes a much higher percentage of consumption for children than for adults. As a result, a household with the same utility level as a reference household but with an additional child would have a higher food share. Compensating such a household to the point where their food share was equal to that of the reference household overcompensates such a household, and estimating equivalence scales on this basis overstates the cost of children. 

 Second, I estimate the Rothbarth equivalence scale. Rothbarth (1943) assumes that the welfare of the adults in the household can be found by the level (not the share) of their expenditure on non-adult goods. The definition of non-adult goods has varied in the literature—I present results from both a very broad definition, all non-food expenditure, and a very narrow definition, household expenditure on tobacco products.
 However, as pointed out by Barten (1964), it is possible that children create substitution effects towards adult goods, so that the Rothbarth method may undercompensate households. For example, if all goods consumed by both adults and children must be shared with all adults and children, the effective cost of a unit of such a good for an adult increases, which may lead adults to substitute towards adult goods. This may lead to underestimation of child costs. 

Since both of these methods have potential biases, the response of the literature has been to estimate a more complex demand system that includes Barten-style substitution effects or, for practical purposes, to use a rule of thumb that falls between these two estimates. For example, Deaton (1997) suggests that one should use a rule of thumb estimate that a child aged 0-4 adds 20% to the total expenditure of a household with two adults and that an additional child aged 5-14 adds 25% to total expenditure. This rule of thumb implies that each child costs 40% and 50%, respectively, of the cost of each of the first two adults. This rule of thumb is consistent with other estimates that use more complex demand systems to try to capture substitution effects (see, for example, Ray 1983, Deaton and Muellbauer  1986, and Pashardes 1995).

In order to facilitate comparisons between these methods of estimating equivalence scales and my community-based method, I estimate both the Engel and Rothbarth method using the same specifications on the same data. Specifically, I re-estimate equation (5), replacing the left-hand side of the equation with the household’s food share, log non-food expenditure, and log tobacco expenditure. The only difference in the specifications for the traditional methods is that, unlike in the estimation of equation (5), I include only the amount of rice at the district level as a control and omit the village fixed effects, as fixed effects do not have a clear interpretation in this context.
 I then repeat the same process to generate child equivalence scales using equation (6). It is important to note that the Rothbarth method cannot separately identify economies of scale (() and the lower cost of children relative to adults ((), so I make all comparisons between methods on the basis of the total additional cost of a child. The empirical results are presented in Table 4a, and the resulting equivalence scales, which are comparable to results using similar Indonesian data presented in Deaton and Muellbauer  (1986), are presented in Table 4b.
 

Comparing the results, I find that, as expected, community-based assessments of the cost of children are below Engel-based estimates and above Rothbarth-based estimates. However, even when Deaton and Muellbauer  correct for substitution effects in the Rothbarth method using the Barten (1964) correction, they still estimate the cost of a third child at only 30-40 percent of the cost of each of the first two adults. My estimates, by contrast, suggest that even this correction, and the “rule of thumb” of 40-50 percent, may be too low, and that communities appear to use an estimate of child costs closer to 75 percent.

One possible alternative explanation for the relatively high child costs reported using this method may that while the OPK program was intended as a transfer program, that transfer came in the form of subsidized rice. Since village rice markets are relatively liquid, this should be equivalent to distributing a cash transfer, since any household that preferred the cash could sell the rice and recover the bulk of the subsidy. Nevertheless, it is possible that villages targeted the rice to those households that were particularly in need of food rather than overall in need of income. As with the estimation of equivalence scales from Engel curves, since children consume a greater percentage of their total consumption as food, if villages targeted OPK rice to those in need of food this would increase the implied estimate of child costs. Comparing these community-based estimates of child costs to those from a cash transfer program, such as the Albanian NE program discussed in Alderman (2002), would be an interesting area for further research.

5. Investigating identifying assumptions

As discussed in Section 2.1, the estimation of community-assessed equivalence scale rests on two identifying assumptions. First, I assumed that any unobservable household characteristics, such as political connectedness, upon which communities based targeting decisions were uncorrelated with household size and number of children. Second, I assumed that differences in preferences for redistribution across communities would affect only each community’s threshold level of utility below which households would receive aid, rather than the way in which communities ordered the utilities of different households. If this assumption does not hold, and there are differences between communities in how households are ordered (in particular, if communities have different values of ( and (), these differences must be uncorrelated with the distribution of household size and number of children across villages for the results to be unbiased. While one can never fully test identifying assumptions, in this section I present suggestive evidence that these identifying assumptions may be reasonable for the case of the Indonesian OPK program. I also show alternative specifications that suggest the inclusion of household controls and village fixed effects is necessary to produce unbiased results.


The first identifying assumption is that unobserved household characteristics that affect targeting are uncorrelated with n and k. Of particular concern is the degree of political connectedness of households, as households with stronger political connections may be more likely to receive aid. If political connections are correlated with household characteristics n and k, the results could be biased. 

I conduct two tests designed to try to gauge the likely extent of this bias. First, while I do not directly observe political connectedness, one of the variables I do observe, whether the household is a religious minority in the village, may be at least a partial indicator of a household’s political advantages or disadvantages. The extent to which the results depend on controlling for whether the household is a religious minority may be indicative of the extent to which the results may depend on other similar, but unobserved, measures of political connectedness.
 

In Table 5, I present the results from this specification test. Column (1) repeats the main results from column (1) of Table 1 to facilitate comparisons. In column (2) of Table 5, I present results controlling for all of the variables in the main specification except for whether the household is a religious minority. The results are virtually identical to the main results which include religious minority as a control. To the extent that religious minority is representative of potential measures of political connectedness, this mitigates against the concern that other, unobserved measures of political connectedness may create substantial bias in the estimates of household economies of scale and child costs. 


A second method to test for the effect of unobserved measures of political connectedness is to focus on villages in which villagers believed that the rice was actually distributed to the poor rather than to those households with political connections. One indication of villagers’ beliefs about how the rice was distributed are the answers to a question on the SUSENAS asking, on a scale from 1 to 4, how “appropriate” were households chosen to receive aid in their village, where lower values indicate more appropriate outcomes. I therefore re-estimate the basic specification from column (1) of Table 1, restricting the sample to villages where villagers thought the distribution was appropriate, which I define as having an average rating less than or equal to 2. A comparison of columns (3) and (1) of Table 5 indicates that the confidence intervals on the estimates of ( and ( from the restricted sample overlap with those from the full sample. Together with the results from column (2), this provides suggestive evidence that unobserved differences in political connectedness may not be creating substantial bias in the results.

The second identifying assumption is that preference differences across communities only affect the threshold utility level below which households receive aid, rather than the villages’ ordinal ranking of household utility. This assumption implies that a community fixed effect is sufficient to capture these cross-village differences in preferences. If, however, communities vary not only in the threshold at which households receive aid but also in the way in which they order households, and if these differences are correlated with n and k, then the estimates of the average values of ( and ( may be biased. 
To address this concern, in column (4) of Table 5, I present results in which I interact village level variables with the three regressors used to estimate ( and (—log of total household expenditure, log household size, and log percentage of children in the household. The set of variables that I interact with these regressors are the variables I find affect village preferences for redistribution in Olken (2002), and include village head gender, education, and years in office, an index of overall village economic development, and the number of social organizations of various kinds. I normalize each of these variables to have mean zero, so that the main effects remain comparable to the other specifications. Adding these interactions does not substantially change the estimates of ( and ( relative to results in column (1), suggesting that fixed effects sufficiently capture the relevant cross-village differences.

The results in Table 5 are thus generally supportive of the assumption that inclusion of household controls and village fixed effects are sufficient for the identifying assumptions to hold. It is also of some interest to what extent these controls are necessary to produce unbiased results. In other settings, rich controls may not be available; moreover, including unnecessary controls can reduce the precision of the estimates.
 In Table 6, I present several alternative specifications to investigate this, and find that including these controls does appear to be necessary. Column (1) of Table 6 again presents the results from column (1) of Table 1 for ease of comparison. In column (2), I present results without any household controls, in which the estimates for economies of scale ( and cost of children ( drop somewhat to 0.782 and 0.854, respectively. This is not surprising, given the large effects found for characteristics, such as widowhood and illness, that are correlated with household composition. The sensitivity of the estimates to the inclusion of household controls confirms the intuition that including controls that capture other aspects of poverty is important to accurately estimating equivalence scales.

In column (3) of Table 6, I present the results with household controls but without village fixed effects. Eliminating fixed effects produces substantially lower estimates of ( and somewhat lower estimates of (, which suggests that village fixed effects capture capturing important cross-village variation. There are three types of cross-village variation that the fixed effects could be capturing—differences in the amount of rice available to be distributed, differences in the composition of households, and differences in preferences as to how much the rice should be targeted among the poor. To isolate the first effect, in column (4) of Table 6, I estimate equation (5) without fixed effects but with a control for the amount of rice available in the district.
  Doing so increases the estimate on child costs, (, substantially, from 0.745 to 0.885, but has a relatively small effect on the economies of scale parameter, (. 

To isolate the second effect, in column (5) I add district (as opposed to village) level fixed effects. Doing so partially differentiates between the effect of differences in composition of households and differences in preferences, as districts are likely to have relatively similar demographic compositions but had no control over how villages within the district chose to allocate the rice.
 After adding district fixed effects, the economies of scale parameter, (, becomes virtually identical to the preferred results shown in column (1), but the child cost parameter, (, increases to be substantially greater than the result in the preferred specification. This suggests that while allowing for compositional differences is sufficient to obtain an estimate of economies of scale, it is important to control for differences in preferences for redistribution at the community level in order to properly identify child costs.

6. Conclusion

This paper proposes a new method of estimating household equivalence scales that does not depend on a priori assumptions about which aspect of a household’s consumption is indicative of its welfare. Instead, I propose estimating the equivalence scales revealed by discretionary community allocations of welfare benefits. I apply this method to data from one such community-allocated welfare program, the OPK rice program in Indonesia. 

Using this approach, I find that adding a child to a household of two adults requires an additional 38 percent increase in expenditure to maintain similar levels of community-perceived welfare, i.e., the child costs approximately 75 percent of the cost of the adults. I also find that that adding an extra adult to a household of two adults requires increasing household expenditures by 42 percent to maintain the same community-perceived welfare, i.e., an extra adult costs approximately 84 percent of the cost of the first two adults. In the final section of the paper, I present several alternative specifications designed to investigate the identifying assumptions used to estimate equivalence scales from community allocations. The results are supportive of the validity of the assumptions for the case of the Indonesian OPK program. 

Equivalence scales generated using traditional Rothbarth and Engel methods tend to be biased downwards and upwards, respectively. The community-based equivalence scales estimated here lie between estimates from these two traditional methods, but are somewhat higher than the current consensus estimates. This suggests that this method should be used as a complement to existing methods in order to obtain a more accurate measure of true household equivalence scales.

As discussed above, similar estimates could be obtained for the many other countries in which communities are given discretion over allocating benefits. For countries without such a discretionary welfare program, or to conduct cross-country studies, an alternative approach would be to expand surveys that investigate perceptions of poverty, such the World Bank’s Voices of the Poor project (Narayan et. al 2000), to include a section asking community leaders to identify the poorest N households in the community. One could then use this information to back out the equivalence scale used by these community leaders, though this would be based on hypothetical questions rather than actual allocations. Extending this approach along these lines seems a promising direction for future work.

Appendix A: Indonesia and the OPK program

The community-based evaluations of welfare used in this paper are based on village allocations in the Indonesian Operasi Pasar Khusus subsidized rice program. This Appendix details some of the relevant features of the program.

In 1997-1998, Indonesia experienced a severe economic collapse. In one year, the value of the local currency fell by as much as 80% and real GDP fell by 13%. As a result, the percentage of people living below the poverty line increased from 15 percent before the crisis to 27 percent in 1999. (World Bank, 2000) The OPK program was introduced as a response to the crisis, and was the main form of direct income support provided by the Indonesian government. 

Under the program, beginning in August 1998 each eligible household was allowed to purchase first 10kg, and starting in December, 1998, 20kg of rice per month at Rp.1,000/kg ($0.10), a subsidy of about Rp. 1,750/kg from the average market price of Rp. 2,750/kg. The median family eligible for the program had reported a monthly expenditure of Rp. 357,000; the program thus represented a subsidy equal to 9.8% of monthly expenditure for a typical family that received it. The program was quite substantial in scope—in January 1999, the program was delivering a total of 200,000 tons of rice per month, enough for 10 million households to receive a monthly allotment of 20kg of rice.

The government of Indonesia decided to target the OPK program at the poorest households. However, the only data on every Indonesian household that could be used for targeting purposes was a family welfare survey conducted by the Indonesian family planning agency, BKKBN, which had been in place long before the crisis, primarily as a means to target reduced-cost birth control. The BKKBN data was updated annually by local staff at the sub-district and village level, and in principle covered every household in the nation headed by a married couple. The survey had a list of minimum standards for each of three welfare levels—the Prosperous Family Levels 1-3. A household not meeting even the lowest of these standards was classified as “Pre-Prosperous.” These minimum standards were meant to capture a broad definition of poverty, and as such ranged from the easily observable, such as having a dirt floor, to the more subjective, such as being able to perform one’s religious obligations. Households were officially eligible for the OPK program if they were considered either “Pre-Prosperous” or “Prosperous Level 1.”

It is important to note that the government chose the BKKBN criteria as the basis of OPK targeting not because they explicitly represented the government’s objectives, but rather because they were the only nationally standardized criteria the government had at the time they decided to introduce OPK. Given the time urgency created by the economic crisis, the government did not have time to institute a new nationwide survey of poverty. The difference between the government’s targeting instrument and the stated goals of the program means that local village officials more likely did have more information about the true extent of need, even according to the central government’s stated goals, than the central government itself. It is conceivable, therefore, that local autonomy could improve targeting towards the poor, even defined as the government would have wanted them to be.

The delivery of the rice was managed by the central government but implemented by local officials. To implement the OPK program, the government logistics agency, BULOG, using the official number of eligible people in each village derived from the BKKBN lists, sent the requisite amount of rice to the district level logistics depots, which brought the rice to distribution points closer to the villages. Village officials picked up the rice at the distribution point, brought it back to their village, and returned one week later to deliver the Rp. 1,000/kg co-payment to BULOG. Once the rice was in the village, however, there was essentially no central government monitoring of which households actually received the rice—so long as the Rp 1,000/kg co-payment was remitted back to BULOG, villages were largely left alone to deliver the rice.  Village officials, in particular, the village head, therefore had almost complete autonomy to decide which households in the village should receive the rice.

Appendix B: Data

This study draws on the 1999 National Welfare Survey (SUSENAS), a large household surveys conducted by the Indonesian Central Statistics Bureau. The SUSENAS is cross-sectional survey conducted annually and representative of the country at the district (i.e., sub-province) level. The 1999 wave of the SUSENAS was fielded in January, 1999 and consists of approximately 206,000 households spread over 11,131 villages across the country. Due to the vast political, cultural, and economic differences separating Irian Jaya (the western half of New Guinea) and East Timor from the rest of Indonesia, I exclude those two provinces from the analysis. 

The SUSENAS asked respondents if the household had ever received help from the government Social Safety Net programs (JPS) in the form of “sembako / cheap sembako”, where sembako refers to the government-defined basket of nine basic commodities (including rice). If so, they then asked if the food assistance was free, at reduced price, or some combination. They then asked how many times a household had received the sembako in the past six months, and whether the sembako came from the government or private sources. Since OPK was the main source of subsidized rice, following Pritchett et. al (2002) and others, I code a household as receiving OPK if they received subsidized or part-subsidized, part-free sembako from the government. Using these definitions, approximately 80 percent of those households reporting receiving any type of food assistance received it from the OPK program. No data was collected as to the amount of rice received by the household or the price paid for it.

In the regressions discussed above, I control for a household’s predicted eligibility for the program, as some villages may have at least in part targeted the program based on official program eligibility. A household was officially eligible for the program if it failed any of the 14 BKKBN criteria for being a Prosperous Level II household (and was therefore Prosperous Level I or Pre-Prosperous.) I consider a household eligible if they failed any of the 11 of the 14 criteria that are available from the SUSENAS. Estimated eligibility seems to slightly overstate actual eligibility—overall, in 1999 actual eligibility was 49% of all households in Indonesia; my estimate of eligibility is 55% of all households. At the district level, the correlation of actual and predicted eligibility is 0.76.

In addition to a core household questionnaire administered to all households, in 1999 the SUSENAS fielded several additional modules—a module on the social safety net, including OPK, administered to all households, and a detailed consumption module, administered to one-third of the households in the sample. Pradhan and Sparrow (2000) note that overall expenditure measures appear to be different in the sample where detailed consumption data was collected. To account for this, I re-normalize the total expenditure levels for the set of households that received the detailed questionnaire so that they have the same mean and standard deviation as the set of households that did not receive the detailed questionnaire. 
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Table 1: Probability of receiving rice

	
	(1)
	(2)

	Model
	FE Logit
	FE Logit

	Log total expenditure
	-1.707***
	-1.701***

	
	(0.026)
	(0.026)

	Log household size
	1.454***
	1.449***

	
	(0.027)
	(0.027)

	Percent children
	-0.106***
	 

	
	(0.042)
	 

	Percent children 0-4
	
	-0.197***

	
	
	(0.066)

	Percent children 5 – 9 
	
	-0.071

	
	
	(0.064)

	Percent children 10 –14
	
	-0.092

	
	
	(0.065)

	Percent children 15 – 54
	
	-0.053

	
	
	(0.034)

	Household controls:
	
	 

	Woman head of household
	0.025
	0.024

	
	(0.042)
	(0.042)

	Widow head of household
	0.422***
	0.415***

	
	(0.047)
	(0.047)

	Number of days hh head sick
	0.014***
	0.014***

	
	(0.002)
	(0.002)

	Illiterate household head
	0.174***
	0.173***

	
	(0.024)
	(0.024)

	Religious minority
	-0.495***
	-0.494***

	
	(0.090)
	(0.090)

	Recently laid off from work
	0.180***
	0.183***

	
	(0.050)
	(0.050)

	Rice fields in rural areas
	-0.231***
	-0.233***

	
	(0.020)
	(0.020)

	Other fields in rural areas
	-0.060***
	-0.061***

	
	(0.013)
	(0.013)

	Rice fields in urban areas
	0.260***
	0.261***

	
	(0.025)
	(0.025)

	Other fields in urban areas
	0.020
	0.020

	
	(0.030)
	(0.031)

	Household eligible for program
	0.345***
	0.342***

	
	(0.019)
	(0.019)

	Village fixed effects
	YES
	YES

	Observations
	188,435
	188,435

	Implied (
	0.852°°°
	0.852°°° 

	
	(0.012)
	(0.012)

	Implied (
	0.927°°°
	

	
	(0.029)
	

	Implied (0-4
	
	0.864°°° 

	
	
	(0.045)

	Implied (5-9
	
	0.951 

	
	
	(0.044)

	Implied (10-14
	
	0.937 

	
	
	(0.044)

	Implied (15-54
	
	0.964 

	
	
	(0.023)


Estimates of the probability of receiving OPK rice from equation (5). The implied value of (x is the value of ( for age group x. Robust standard errors in parentheses, where standard errors for ( and ( are calculated using the delta method. Note that the number of observations includes the 63,387 observations for which all households in a village either did or did not receive the rice even though those villages do not affect the estimates. 

* significant at 10%; ** significant at 5%; *** significant at 1%

°  sig. different from 1 at 10%; °° sig. different from 1 at 5%; °°° sig. different from 1 at 1%

Table 2a: Equivalence scales calculated from probability of receiving rice for overall number of children

	H.H. 
Size
	Number
Children
	
	Equivalence Scale:

	2
	0
	
	1.000

	3
	1
	
	1.384

	3
	0
	
	1.412

	4
	2
	
	1.750

	4
	1
	
	1.777

	4
	0
	
	1.805


Estimates derived from empirical results presented in column (1) of  Table 1.

Table 2b: Equivalence scales calculated from probability of receiving rice for number of children in each age bracket

	H.H.

Size
	Number

Age 0-4
	Number

Age 5-9
	Number

Age 10-14
	Number

Age 15-54
	
	Equivalence Scale:

	2
	0
	0
	0
	2
	
	1.000

	3
	1
	0
	0
	2
	
	1.373

	3
	0
	1
	0
	2
	
	1.407

	3
	0
	0
	1
	2
	
	1.402

	3
	0
	0
	0
	3
	
	1.413

	4
	2
	0
	0
	2
	
	1.730

	4
	0
	2
	0
	2
	
	1.795

	4
	0
	0
	2
	2
	
	1.784

	4
	0
	0
	0
	4
	
	1.805


Estimates derived from empirical results presented in column (2) of  Table 1.

Table 3: Other aspects of poverty

	Household characteristics
	Equivalence Scale 
(Spec. 1 of Table 1)

	Two adults
	1.000

	Widow as head of household
	1.514

	Household sick and unable to work for 1 day in last month
	1.014

	Household sick and unable to work for 30 days in last
	1.511

	Household head is illiterate
	1.189

	Household head recently laid off from work
	1.201


Estimates are based on results from column (1) of Table 1. Each estimate is the effective cost, as judged by the community, of having with two adults and the characteristic listed., relative to a household with 2 adults and none of these characteristics
Table 4a: Estimates from different equivalence scales

	
	(1)
	(2)
	(3)
	(4)

	
	Community Assessment
	Engel

(Food Share)
	Rothbarth (Nonfood Exp)
	Rothbarth

(Tobacco Exp)

	Model
	FE Logit
	OLS
	OLS
	OLS

	Log total expenditure
	-1.829***
	-0.136***
	1.382***
	0.997***

	
	(0.046)
	(0.003)
	(0.010)
	(0.025)

	Log household size
	1.508***
	0.099***
	-0.288***
	-0.242***

	
	(0.049)
	(0.003)
	(0.009)
	(0.023)

	Percent children
	-0.170**
	0.028***
	-0.090***
	0.099***

	
	(0.075)
	(0.004)
	(0.014)
	(0.032)

	Rice in district
	
	0.002***
	-0.017***
	-0.028***

	
	
	(0.0004)
	(0.002)
	(0.003)

	Household controls
	YES
	NO
	NO
	NO

	Village fixed effects
	YES
	NO
	NO
	NO

	Constant
	
	-5.742***
	-2.282***
	2.308***

	
	
	(0.130)
	(0.314)
	(0.039)

	Observations
	58,427
	55,610
	55,610
	36,966


Column (1) presents estimates of the probability of receiving OPK rice based on equation (5) for the subset of the sample for which detailed consumption data is available. Columns (2) – (4) OLS results using the functional form of equation (5) without fixed effects or household level controls using the dependent variable indicated in each column. Household controls include all household controls listed in Table 1.

Robust standard errors in parentheses. 

Table 4b: Comparison of cost of children using different equivalence scales

	
	
	
	Equivalency Scale Using the Following Specification:

	H.H. 
Size
	Number
Children
	
	Community Assessment
	Engel

(Food Share)
	Rothbarth (Nonfood Exp)
	Rothbarth

(Tobacco Exp)

	2
	0
	
	1.000
	1.000
	1.000
	1.000

	3
	1
	
	1.354
	1.439
	1.112
	1.067

	4
	2
	
	1.690
	1.836
	1.194
	1.126


Estimates derived from empirical results in Table 4a.

Table 5: Investigating potential sources of bias 
	
	(1)
	(2)
	(3)
	(4)

	Model
	FE Logit
	FE Logit
	FE Logit
	FE Logit

	Log total expenditure
	-1.707***
	-1.711***
	-1.733***
	-1.667***

	
	(0.026)
	(0.026)
	(0.036)
	(0.027)

	Log household size
	1.454***
	1.456***
	1.445***
	1.421***

	
	(0.027)
	(0.027)
	(0.039)
	(0.029)

	Percent children
	-0.106***
	-0.104***
	-0.049
	-0.098**

	
	(0.042)
	(0.042)
	(0.061)
	(0.044)

	Household controls:
	
	
	
	

	Woman head of household
	0.025
	0.024
	-0.033
	0.028

	
	(0.042)
	(0.042)
	(0.062)
	(0.042)

	Widow head of household
	0.422***
	0.422***
	0.473***
	0.414***

	
	(0.047)
	(0.047)
	(0.068)
	(0.047)

	Number of days hh head sick
	0.014***
	0.014***
	0.015***
	0.014***

	
	(0.002)
	(0.002)
	(0.003)
	(0.002)

	Illiterate household head
	0.174***
	0.175***
	0.174***
	0.177***

	
	(0.024)
	(0.024)
	(0.033)
	(0.024)

	Religious minority
	-0.495***
	
	-0.496***
	-0.498***

	
	(0.090)
	
	(0.124)
	(0.090)

	Recently laid off from work
	0.180***
	0.181***
	0.241***
	0.175***

	
	(0.050)
	(0.050)
	(0.075)
	(0.050)

	Rice fields in rural areas
	-0.231***
	-0.231***
	-0.187***
	-0.227***

	
	(0.020)
	(0.020)
	(0.025)
	(0.020)

	Other fields in rural areas
	-0.060***
	-0.060***
	-0.082***
	-0.058***

	
	(0.013)
	(0.013)
	(0.019)
	(0.013)

	Rice fields in urban areas
	0.260***
	0.259***
	0.204***
	0.254***

	
	(0.025)
	(0.025)
	(0.041)
	(0.026)

	Other fields in urban areas
	0.020
	0.018
	-0.054
	0.018

	
	(0.030)
	(0.031)
	(0.073)
	(0.031)

	Household eligible for program
	0.345***
	0.346***
	0.417***
	0.347***

	
	(0.019)
	(0.019)
	(0.027)
	(0.019)

	Village fixed effects
	YES
	YES
	YES
	YES

	Village interactions
	NO
	NO
	NO
	YES

	Restricted to villages with “appropriate” distribution
	NO
	NO
	YES
	NO

	Observations
	188,435
	188,435
	90,490
	188,435

	Implied (
	0.852°°° 
	0.851°°° 
	0.834°°° 
	0.852°°° 

	
	(0.012)
	(0.012)
	(0.017)
	(0.013)

	Implied (
	0.927°°° 
	0.928°°° 
	0.966 
	0.931°° 

	
	(0.029)
	(0.029)
	(0.042)
	(0.030)


See Notes to Table 1. Column (1) repeats the results from column (1) of Table 1 to facilitate comparisons. Village interactions are the interactions of log expenditure, log household size, and percent household in each age bracket with the following village-level characteristics, all of which are normalized to have mean of zero: village head gender, education, years in office, overall village economic development index, and the number of social organizations of various kinds.
Table 6: Accounting for differences in preferences across villages

	
	(1)
	(2)
	(3)
	(4)
	(5)

	Model
	FE Logit
	FE Logit
	Logit
	Logit
	Logit

	Log total expenditure
	-1.707***
	-1.945***
	-1.278***
	-1.115***
	-1.158***

	
	(0.026)
	(0.025)
	(0.042)
	(0.046)
	(0.044)

	Log household size
	1.454***
	1.520***
	1.053***
	0.932***
	0.992***

	
	(0.027)
	(0.026)
	(0.039)
	(0.044)
	(0.040)

	Percent children
	-0.106***
	-0.222***
	-0.268***
	-0.107*
	0.065

	
	(0.042)
	(0.041)
	(0.053)
	(0.061)
	(0.051)

	Urban area
	
	
	-0.705***
	-0.444***
	-0.697***

	
	
	
	(0.048)
	(0.054)
	(0.056)

	Rice in district
	
	
	
	0.222***
	

	
	
	
	
	(0.006)
	

	Household controls
	YES
	NO
	YES
	YES
	YES

	District fixed effects
	N/A
	N/A
	NO
	NO
	YES

	Village fixed effects
	YES
	YES
	NO
	NO
	NO

	Constant
	
	
	14.798
	11.732
	

	
	
	
	(0.509)***
	(0.577)***
	

	Observations
	188,435
	188,435
	188,435
	179,886
	188,163

	Implied (
	0.852°°°  
	0.782°°°  
	0.824°°°  
	0.836°°°  
	0.857°°°  

	
	(0.012)
	(0.010)
	(0.017)
	(0.021)
	(0.020)

	Implied (
	0.927°°°  
	0.854°°°  
	0.745°°°  
	0.885° 
	1.066 

	
	(0.029)
	(0.026)
	(0.045)
	(0.062)
	(0.053)


See Notes to Table 1. Column (1) repeats the results from column (1) of Table 1 to facilitate comparisons. Household controls include all household controls listed in Table 1. Note that for column (5) the number of observations per group is large enough (>600) that logit and conditional fixed effects logit should give comparable results.



* I wish to thank Abhijit Banerjee, Gregory Besharov, Angus Deaton, Esther Duflo, Amy Finkelstein, Caroline Hoxby, Seema Jayachandran, Larry Katz, Michael Kremer, and Menno Pradhan for helpful comments. I also wish to thank the staff of SMERU for invaluable assistance in Indonesia, the World Bank Jakarta for providing access to data, and the Social Science Research Council Program in Applied Economics for financial support. All views expressed, however, are my own. Contact information: 36 Highland Ave #45, Cambridge, MA 02139. Phone: (617) 588-1478 Email: bolken@fas.harvard.edu


� This approach is related to a method based on asking households their subjective self-assessments of welfare. (See, for example, Van Praag and Van der Sar 1988 and Pradhan and Ravallion 2000). While this approach also does not require the a priori assumptions about what indicators proxy for household welfare required by the Rothbarth or Engel methods, it suffers from the problem that each household is evaluating its own, and only its own, welfare rather than comparing the welfare across many households, which can bias the results. (See Deaton and Zaidi 1999)


� A number of papers have investigated the sensitivity of poverty lines, composition of the poor, and inequality to the choice of equivalence scale and found that the choice of equivalence scale can substantially affect the results. See, for example, Buhmann 1988, Deaton and Paxson 1998, and Jenkins and Cowell 1994.


� The issue of precisely whose utility within the household is being measured has received considerable discussion in the literature (see Nelson 1993). Since we do not know how communities aggregate individual utilities to make household-level allocations, it is not possible to specify with certainty how this community-assessed household utility function maps to the utility functions of individual household members.  The use of overall household utility is similar to the view taken by Ray (1983) and others.


� Note that a enters the community benefit function B rather than the household utility function u. This formulation captures the “warm glow” that the community may receive from giving the benefit to a particular household, and allows us to be agnostic about intra-household allocations of the aid. The fact that I assumed a utilitarian form of social welfare function in aggregating the benefits B is immaterial; any symmetric, weakly concave function of the B’s would have worked as well. Also, while I assume for simplicity that A is fixed, the empirical work would still be valid if A were endogenously determined for each community.


� Note that in some cases the threshold may be above the utility level of the wealthiest household, so that all households receive some of the aid. The identification will come from those communities where the threshold excludes at least one household. Also, note that when the aid is divisible, under the optimal distribution different households will receive different amounts of aid, with poorer households receiving more than wealthier households. 


� Note that this linear approximation is best when the number of children in the family is small relative to the size of the family.  To check the empirical validity of the approximation in the Indonesian setting, in results not presented here I estimate the equation (� REF NonlinearEstEquation \h ��4�) directly by non-linear least-squares and compare the results to estimating equation (� REF EstimatingEquation \h ��5�) by ordinary least squares (i.e. a linear probability model). The estimates for ( and ( obtained from the linear approximation are virtually identical to those obtained from the non-linear estimation, suggesting that the approximation does not substantially affect the results.


� According to conversations with those involved in designing the OPK program, the government chose to provide income support in the form of subsidized rice rather than through a direct cash transfer for several reasons. First, providing the income support in the form of rice was expected to reduce leakage due to corruption, as it is more difficult to abscond with several tons of rice than with money. Second, rice was chosen because it was believed that it would end up in the hands of the women of the households, where it would be more likely to affect family welfare. However, local rice markets in Indonesia are liquid enough that households that wanted the cash value of the subsidy could sell their rice on the private market, although some fraction of the value of the subsidy might be lost due to transaction costs (Olken et. al 2001).


� To control for the possibility that, despite the de facto local autonomy, official eligibility rules may have influenced rice allocations, I include an estimate of household eligibility as a control variable. Doing so does qualitatively affect the results.


� Note that I use the term “village” to include both rural desas (village administrative units) and as well as urban kelurahans (the equivalent administrative structure in most urban areas). Since the OPK program included both urban and rural areas, I include both in this analysis, though in non-fixed effects specifications I control for whether the program was in an urban or rural area.


� If information had been collected about the quantity of rice distributed to each household, that information could be used as well, though it is not necessary for the method to be applied.


� In results not presented here, I find that the results using a linear probability model with fixed effects are qualitatively similar.


� Traditional methods can also be used to calculate the consumption costs of other household characteristics, such as disability (Jones and O’Donnell 1995). However, Sen and others note that consumption-based measures may not fully capture the true extent of poverty. Such approaches may therefore understate the welfare loss associated with other aspects of poverty compared to the community-assessed approach, which allows communities to incorporate these effects. On the other hand, as discussed above, the limitation of the measures proposed here is that the estimates combine both community evaluations of household welfare (u) and community preferences for targeting (B).


� A more traditional choice in the literature would be household expenditure on both alcohol and tobacco. However, as Indonesia is a Muslim country, the vast majority of households have zero reported alcohol consumption, whereas smoking is much more widespread.


� The results are qualitatively similar if I include the same vector of household controls used in � REF _Ref532384699 \h ��Table 1�. I omit the controls from the specification presented in � REF _Ref17530902 \h ��Table 4�a for comparability with the existing literature.


� Since the detailed consumption data required to estimate the Rothbarth equivalence scale and to accurately estimate the Engel equivalence scale is only available for a randomly selected one third of the sample, in column (1) of � REF _Ref17530902 \h ��Table 4�a and � REF _Ref17530902 \h ��Table 4�b I present for comparability the community-based equivalence scale re-estimated using this subsample of households. These results are qualitatively similar to the results in � REF _Ref532384699 \h ��Table 1�. As discussed in � REF _Ref16996980 \h ��Appendix B�, any difference between the two samples may be due to the methodology used to collect expenditure data.


� This will be true if the set of observed measures of political connectedness is a randomly drawn subset of the set of potential measures of political connectedness (see Altonji et. al, 2000). 


� Note, however, that while including additional household characteristics x that that affect neither u nor B will increase standard errors, doing so will not introduce bias, even if the characteristics are correlated with n and k.


� At the time of the 1999 SUSENAS survey, Indonesia had 314 districts, with an average population of approximately 630,000 per district. Monthly rice data for the district level was obtained from Tabor and Sawitt 1999. The variable I include is the maximum monthly kilograms distributed per capita in each district for the six months prior to the 1999 SUSENAS survey. Data on the amount of rice distributed to each village is not available.


� In fact, even within districts, adjacent villages with virtually identical demographic characteristics could demonstrate substantially different preferences over the degree to which rice should be concentrated among the poor (Olken et. al 2001).
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